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Abstract 

To analyze the nutritional trends of Norwegian households, Statistics Norway uses a combination of 

grocery store receipts and food product information, namely the nutritional values of each product. 

However, since the number of unique products sold is vast, having a good quality data set of nutritional 

values is challenging. So challenging that the data set used by Statistics Norway is missing 82% of its 

nutritional values. Although manual data labelling based on the product names is sometimes possible, 

the magnitude of missing values (~1.05 million) and the fact that the content of these products is always 

evolving, makes this a nearly impossible task.  

In this paper, we introduce a way to automatically label missing nutritional values using a product’s 

name, natural language processing (NLP), and machine learning prediction models. We make two 

assumptions: 1. The only product information known is the product name, and 2. Two products with 

similar names have similar nutritional values.  

Based on these assumptions, we use NLP to find a match for each product using Jaccard similarity and 

K-nearest-neighbors. Then, we train independent machine learning models for each nutritional values 

where the model features are derived from the match. To validate this approach, we mask known 

nutritional values and try to predict them using these fitted models. We then compare these predictions 

to imputed values from a simple mean imputation approach. We show that the machine learning models 

produce RMSE and MAEs that are two times smaller compared to a simple “Baseline” imputation 

approach. 

Keywords: imputation, machine learning, Jaccard similarity, K-nearest-neighbors, data quality 

1. Introduction 

Statistics Norway has access to a data set containing almost all the food products 

purchased at grocery store chains in Norway each year. The data set also includes 
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the nutritional values of each product, provided by a private company called 

Tradesolution. Statistics Norway uses these data to analyze Norwegian health and 

diet trends, for instance, whether diets are changing over time. The problem is that 

the nutritional values of these food products are submitted by the product producers 

and are often missing. For example, some producers submit all eleven major 

nutritional values (i.e., energy, four types of fat, sugar, salt, carbohydrates, protein, 

and fiber), whereas some producers submit none. In the data set analyzed in this 

paper, 82% (~1.05 million) of the nutritional values are missing. Therefore, doing any 

type of analysis on the nutritional content of these products will be biased towards 

the (usually larger) producers that submit their product’s nutritional content. 

The goal of this paper is to estimate the missing nutritional values of this data set so 

that it can be used for further analyses. In statistics, features with missing values can 

be replaced using the average non-missing value, sometimes called mean imputation  

(Buuren & Groothuis-Oudshoorn, 2011), or with the value of a similar observation. 

Mean imputation is not appropriate here since our data is so sparse (82% of the data 

is missing). In addition, finding a “similar observation” usually assumes a set of non-

missing numeric tabular observations are available. Since we usually only have 

access to a text column describing the product, we have to look to other means 

estimate the missing values.  

Our contribution 

In this paper, we explain how to automatically label missing nutritional values when 

the only information available is a short name/description of the food product. Due to 

the shortcomings of the simple imputation approaches described above, we decide to 

estimate each nutritional value by modelling them using a set of engineered features. 

Inspired by the “similar observation” imputation method, we first find a food product 

that is inherently like the product we want to estimate. Since the only information 

known about each product is textual, we turn to natural language processing (NLP) 

and K-nearest-neighbors (KNN) to find this match.  

Then we fit a machine learning (ML) model to each nutritional value based on the 

information of these matches. We train and validate these models using the products 

that are not missing their nutritional values. Finally, we use these trained models to 
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predict each nutritional value. A visual representation of the three steps in our 

approach is shown in Figure 1. 

 

Figure 1: A visual representation of the steps in our missing value prediction algorithm. Step 1 

matches products together using tools from NLP. Step 2 narrows down this list by finding the product 

with the smallest Euclidean distance to the original product. Step 3 fits a ML model to each nutritional 

value (e.g., energy) using the nutritional values of the two matches. 

 

In Section 2, we explain the two different data sets used in this paper. In Section 3, 

we show how we process the text data and the non-missing nutritional values. In 

Section 4, we use tools from NLP and ML like Jaccard similarity and KNN to find 

matches for the product in question. We then explain how we model each nutritional 

value in Section 5. In Section 6, we present results and in Section 7, we conclude. 

The data handling and modelling is done in the R programming language. 

2. Data 

The data set used in this paper (below called the “Statistics Norway (SSB) data set”) 

contains all unique food products sold in Norway in 2018. The products are merged 

with eleven different nutritional values provided by Tradesolution1. Each row in this 

data set represents a food product sold in 2018 and includes a short description of 

the product (bellow called the “product name”), the product’s COICOP (Classification 

Of Individual COnsumption by Purpose) group value, the number of units sold in 

2018, and a set of eleven (possibly missing) nutritional values.  

                                            

1 Also available at https://vetduat.no/. 

https://vetduat.no/
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The product names are usually short (four or five words) but will be the most 

important information used to estimate the nutritional values. In Section 3.1., we 

explain how we process these short texts. COICOP is a food classification developed 

by the UN statistics division. It consists of five digits where each digit indicates a 

further classification. For example, the first digit equal to “1” indicates that the item is 

a “Food or non-alcoholic beverage”, “2” indicates the item is a “Alcoholic beverage, 

tobacco or narcotic”, “3” indicates the item is “Clothing”, and so on. Like the 

nutritional values from Tradesolution, many products have missing COICOP values. 

Another Statistics Norway paper is focused on predicting COICOP values based on 

product names (Jentoft et al., 2022). We use these predicted values in our missing 

value algorithm. In Table 1, we show five randomly selected rows from the SSB data 

set.  

Table 1: Five random food products from the SSB data set. 

Product name COICOP 

group value 

COICOP group 

description 

Number of units 

sold in 2018 

GRANS COLA X 1,5 L 1/2 PL 1260 Soft drinks 2 071 075 

KJØTTDEIG STORFE 14& NORDFJORD 1122 
Meat, fresh, 

chilled or frozen 
2 544 606 

FARRIS BRIS SITRON/SITRONGRESS 0,5L 1250 Water 761 306 

EVERGOOD KAFFE FILTERM250 1220 
Coffee and coffee 

substitutes 
11 018 412 

FROKOSTYOGHURT MELON/PASJON 125G Q 1146 
Yogurt and similar 

products 
1 056 328 

 

The last set of columns are the nutritional values of each product. Table 2 shows the 

eleven nutritional values we are interested in predicting, formulas relating the values, 

and the proportion of products missing each value. 

Table 2: The eleven nutritional values predicted in this paper. The second column shows different 

formulas that relate these nutritional values. The last column shows the percent of missing values in our 

data set. 

Nutritional value Formula Proportion of products missing 

values each nutritional value 
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Energy in kilojoules (kJ) per 100 

grams 

1 Energy in kJ = 37 x Total fat + 

17 x Protein + 17 x Carbohydrates 

+ 8 x Fiber + 29 x Alcohol 

78% 

Energy in kilocalories (kcal) per 

100 grams 

1 Energy in kcal = 4.18 x Energy 

in kJ 

78% 

Monounsaturated fat per 100 

grams 

 94% 

Polyunsaturated fat per 100 

grams 

 78% 

Saturated fat per 100 grams Saturated fat = Monounsaturated 

fat + Polyunsaturated fat 

93% 

Total fat per 100 grams Total fat = Saturated fat + 

Unsaturated fat 

78% 

Carbohydrates per 100 grams  89% 

Fiber per 100 grams  78% 

Protein per 100 grams  78% 

Salt per 100 grams  78% 

Monosaccharides (simple sugars) 

per 100 grams 

 78% 

Total  82% 

2.1 Additional data set: Norwegian Food Composition Table (NFCT) 

Some products in our data set are extremely basic and will not vary significantly 

between producers (e.g., many types of fruits, vegetables, milk, pasta and rice). 

Therefore, if we had a “look up table” with the nutritional values of these basic goods, 

we could fill in the nutritional values of many products at once. Luckily, a “look up 

table” with the nutritional values of certain basic goods exists and is called 

“Matvaretabellen”2 or the “Norwegian Food Composition Table” (NFCT). This public 

data set contains 1 878 foods with product names in both English and Norwegian. 

We use this database as an additional source of information when finding features for 

the SSB products. 

                                            

2 The data can be downloaded here: 
https://www.matportalen.no/verktoy/the_norwegian_food_composition_table/#guide 

https://www.matportalen.no/verktoy/the_norwegian_food_composition_table/#guide
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3. Data processing 

3.1 Processing product names 

The most important column in our data set is the description of each food product. 

This will be used to find matches for a given product, as in the left panel of Figure 2. 

However, most product names in our data set are noisy (see “Product name” in Table 

1) and include typing errors or abbreviations (e.g., “X”, “G”, “M/”), quantities (e.g., 

“90g”, “4X2KG”), and brand names (e.g., “Coop”, “Blue Dragon”). Therefore, if we 

rely only on the raw product names, we get noisy matches like the right panel of 

Figure 2.  

  

Figure 2: Left: Ideal matches created from product names. Right: The actual matches found when 

relying solely on the raw product names. 

To avoid these poor matchings, we process the product names so that they are as 

similar as possible. We remove amounts (e.g., 2kg, 3.0g, 5gr), but not percentages3; 

replace certain abbreviations with the full word (e.g., m/b to med ben); remove 

strange punctuation and symbols between words; and remove some common brand 

names that are not descriptive (e.g., Coop, Rema, or Toro).  

3.2 Processing nutritional values 

Just like the text processing described above, we process the non-missing nutritional 

values because some of the values may be incorrect. Instead of removing products 

                                            

3 The nutritional values from Tradesolution are standardized so that they represent the nutritional 
value content in 100 grams (or 100 ml) of the product. The quantity that the product is sold at (e.g., 
700g, 1.75L) does not affect how much salt is in 100 grams of the good. Percentages in the product 
names are different, however, because they indicate how much fat or protein is in the product. 
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with incorrect nutritional values, we set the values to missing (NA). This means that 

we can still predict the nutritional value for this product, but we will not use the value 

when training the ML models.  

Since the nutritional values are specified for 100 grams of the product, all nutritional 

values except energy4 must be less than 100. Thus, the first processing step sets the 

values greater than these bounds to missing (NA).  

Recall from Table 2 that certain formulas can be used to relate different nutritional 

values. We use the following three formulas: 

Total fat per 100 g =  Saturated fat per 100 g +  Unsaturated fat per 100 g, (1) 

Energy in kJ =  4.182 ⋅ Energy in kcal, (2) 

Energy in kJ per 100 g

= 37 kJ ⋅ Total fat (g) + 17 kJ ⋅ Protein (g) + 17 kJ ⋅ Carbohydrates(g)

+ 8 kJ ⋅ Fiber(g) + 29 kJ ⋅ Alcohol(g),  (3)
 

to either verify or calculate certain nutritional values. For example, if only one of the 

nutritional values in (3) is missing, we can calculate the missing value by plugging in 

the known values into the equation. If, on the other hand, all nutritional values in (3) 

are present, we can verify that the nutritional values are coherent by making sure the 

equations hold within a small neighborhood. For example, if all fats are present, but 

the right-hand side of (1) is double the value of total fat per 100 grams, we conclude 

that there is a problem with these nutritional values. Then we set all three fats to 

missing (NA) so that we don’t use the wrong values to train our models.   

4. Finding a match for each product 

Once the data is cleaned, we can move on to our missing data algorithm. In this 

section, we focus on the first two panels of Figure 1 which try to find a match for each 

product in the SSB data set. This match will then be used in the modelling part of the 

                                            

4 Energy measured in kcal cannot be greater than 900 and energy calculated in kJ cannot be greater 
than 3 500. 
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algorithm (panel 3). The ideal match is a product that is very similar to the product we 

want to estimate but with very few missing values.  

For each product in the SSB data set, the matching algorithm: 

1. Finds a set of products with similar product names (first panel of Figure 1).  

2. Finds the product in this set that has the most similar known nutritional values 

(if the original product has some known values) (second panel of Figure 1).  

We define the product that we want to find a match for as the searcher and the data 

set that we are searching through as the corpus. The searchers always come from 

the SSB data set, and we use both the SSB data set and the “Norwegian Food 

Composition Table” (NFCT) as the corpora. The advantage of using the SSB data set 

as a corpus is that we search through products with similarly constructed names. In 

addition, each product in the SSB data set has a COICOP value which we can use to 

narrow down the search. Before searching through the SSB corpus, we remove all 

products that are missing all of their nutritional values (~82K) since these products 

cannot provide any additional information.  

The advantage of using NFCT as a corpus is that all of the nutritional values are 

known for these products. The disadvantage is that NFCT includes much fewer food 

products and no COICOP values (meaning we cannot narrow down the search for 

these products). Using both of these data sets as corpora evens out some of these 

problems.  

4.1 Finding a match with Jaccard similarity 

To match two products together according to their product name, we use a metric 

called the Jaccard similarity index. Jaccard similarity comes from computational 

linguistics and is calculated by counting the number of common elements between 

two sets and dividing by the total number of unique elements in both sets. A Jaccard 

similarity close to 1 indicates the sets contain almost identical elements whereas the 

opposite is true for a Jaccard similarity close to 0.  

To calculate the Jaccard similarity of two texts, we suppose the sets are the texts and 

the elements of each set are the words of each text. For example, imagine that our 

two texts are  
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FREIA MILK CHOCOLATE 200G 

and  

MILK CHOCOLATE W/COCONUT. 

Then to calculate the Jaccard similarity between these two texts, we count the 

number of common words: two (i.e., “MILK”, “CHOCOLATE”) and the number of total 

words: five (i.e., “FREIA”, “MILK”, “CHOCOLATE”, “200G”, “W/COCONUT”). The 

Jaccard similarity is therefore equal to 2/5.  

We calculate the Jaccard similarity between each searcher and product in the two 

corpora. Then we rank these Jaccard similarities and create a set of products with 

the top ten largest Jaccard similarities.  

Since the SSB data set has 108 305 products with a product name, calculating the 

Jaccard similarity between these products and the SSB corpora would require 1.4 

billion operations5. In addition, the product names that are made up of very generic 

words may match with many products that are not related.  To avoid these noisy 

matches, we restrict our search to products in the same COICOP group (if available). 

If no match is found in the same group, only then do we search outside the group. A 

table of matches may look something like Table 3.  

Table 3: An example of the Jaccard similarities between the searcher “Skim milk 1.2% 1.75L Tine” and 

a set of matches plus the known nutritional values of the matches. Only three of the eleven nutritional 

values are shown for simplicity. “NA” indicates that the value is missing. 

Searcher Match Jaccard 

similarity 

Energy 

(match) 

Fat 

(match) 

Protein 

(match) 

Skim milk 1.2% 

1.75L Tine 

Skim milk 1.2% 3/5 175 kJ 1.2 g 3 g 

Feta cheese 1.2% 1/7 1038 kJ 20.2 g 15.6 g 

Goat milk 1.75L 2/6 NA 4.5 g 3 g 

Tine cocoa prepared 1/7 338 kJ NA NA 

Tine milk 3.5% 2/6 NA NA NA 

 

                                            

5 Assuming we only keep the products with at least one known nutritional value (25 372), the number 

of operations is  
108 305∗25 439

2
= 1 373 957 230. 
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Section 4.2 Narrowing the matches down with KNN 

We choose the products with the top ten largest Jaccard similarities since the product 

with the largest Jaccard similarity may not have the most known nutritional values. To 

narrow this list down to the best match, we use a tool called K-nearest-neighbors 

(KNN). The idea is to find the product in the set of matches with the closest nutritional 

values.   

Imagine we are dealing with the potential matches from Table 3, and we have plotted 

the products in a 3-dimensional space where each axis represents a nutritional value 

(see Figure 3). Then the goal is to find the product that lies closest to the searcher 

(the red point). It should be clear from this figure that this is the green point (“Skim 

milk 1.2% 3L”). It should be noted that usually we have more than three nutritional 

values, but these were omitted for simplicity. 

Mathematically, this involves calculating a pair-wise distance between the 

overlapping nutritional values of the searcher and the potential matches. We choose 

to use the Euclidean distance defined as 𝑑(𝒙, 𝒚) = √∑ (𝑥𝑖 − 𝑦𝑖)2𝑛
𝑖=1 , where 𝒙 and 𝒚 are 

vectors of scaled non-missing nutritional values for the searcher and match, respectively. 

 

Figure 3: Example of plotting the energy, protein, and fat values for a searcher and its potential 

matches in three-dimensional space. The goal is to find the product that minimizes the distance to the 

searcher. 

Then we rank the distances from smallest to largest and choose the ultimate match 

as the product with the smallest Euclidean distance. If the searcher has no nutritional 

values or no overlapping values with any of the matches, the ultimate match is the 
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match which has a largest weighted sum of the Jaccard similarity, number of known 

nutritional values, and number of units sold in 2018. 

We create a new data set where each row represents a searcher in the SSB data set, 

and the columns are the known nutritional values of the closest match from the two 

corpora. If a match is missing a nutritional value, the value is replaced by the mean 

value in that column. 

Section 4.3 Summary statistics 

Of the 108 305 original products, 95% find a match in the SSB data set and 50% find 

a match in NFCT (Jaccard similarities are shown in Figure 4). 23% of the products 

that find a match use the KNN approach from Section 4.3. The rest have either no 

known nutritional values or no overlapping nutritional values with their matches. 

Finally, only 9% of the match’s nutritional values are missing – a huge improvement 

compared to 82%! 

 

 

Figure 4: The largest Jaccard similarity value between the searcher and the product found in 

both corpora. We see that almost 50% of products find no match in NFCT. 

5. Modelling nutritional values 

In this section, we show three different ways to estimate the missing nutritional 

values based on the features engineered in Sections 3 and 4. The first approach is a 

simple Baseline approach; the second is a Pure Match approach; and the last is a 
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Machine Learning Prediction approach. In Section 6, we use all three approaches to 

estimate the nutritional values of a set of products where the true values are known. 

Then we comment on which approach produces nutritional values closest to the true 

values. The goal is to show that the feature engineering from Sections 3 and 4 

produce better results compared to the simple Baseline approach. 

Our data set looks like Table 4 where each row represents a product in the SSB data 

set. Note that “Energy” is the only nutritional value shown for both matches but the 

actual table has all eleven nutritional values for each match. The shading in the table 

indicates where each feature comes from. The black columns are the true values of 

the searcher and will serve as the response of the ML model. The white and grey 

columns indicate the values of the closest match from the SSB and NFCT corpora, 

respectively.  

Since we cannot train or validate an approach without true labels, once we have 

found matches for all products, we remove the products missing all nutritional values. 

Then we split this data set into a training and test data set (70/30% split). 

Table 4: For each product, we find a match from the SSB and NFCT corpora. Then we use the nutritional 

values of these matches to create features for the ML model. 

Product Energy 

(Truth) 

Match 

name 

(SSB) 

Euclidean 

distance 

(SSB) 

Jaccard 

(SSB) 

Energy 

kcal 

(SSB) 

Match 

name 

(NFCT) 

Jaccard 

(NFCT) 

Energy 

kcal 

(NFCT) 

Salami 

sliced Italian 

NA Dansk 

salami 

sliced 

tulip 

NA 2/5 476 Salami 1/6 385 

Chili sauce 

w/ garlic 

yeos 

81 Chili 

sauce 

heinz 

0.37 2/6 98 Chili 1/5 34 

Green onion NA Green 

onion 

shrink 

box bama 

NA 2/5 NA Green 

onion 

1 23 

5.1 Baseline approach 
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The Baseline approach tries to imitate a mean imputation approach and estimates 

the missing nutritional values of the test set with the mean nutritional value from the 

training set of the given COICOP group. For example, if the product “Salami sliced 

Italian” has COICOP value 1123, we estimate the product’s “Energy (kcal)” as the 

mean “Energy (kcal)” of all products in the training set with COICOP value 1123.  

5.2 Pure Match approach 

The Pure Match approach imputes the missing nutritional values with the ultimate 

match’s true values. For example, if the product “Salami sliced Italian” is matched 

with “Dansk salami sliced tulip”, and “Dansk salami sliced tulip” has known energy 

value 476 kcal per 100 grams, we use 476 as the imputed value for “Salmi sliced 

Italian”. In other words, 

Energŷ
𝑆𝑎𝑙𝑎𝑚𝑖 𝑠𝑙𝑖𝑐𝑒𝑑 𝐼𝑡𝑎𝑙𝑖𝑎𝑛 = Energy𝐷𝑎𝑛𝑠𝑘 𝑠𝑎𝑙𝑎𝑚𝑖 𝑠𝑙𝑖𝑐𝑒𝑑 𝑡𝑢𝑙𝑖𝑝. 

Although we could use the energy value of the match from the NFCT corpus, in our 

experience the matches from the SSB corpus produce better results. If the match is 

also missing the nutritional value, we use the mean value of that column as the 

estimate. 

5.3 Machine Learning Prediction approach 

This is the approach that we actually propose to estimate the missing values. The 

first two approaches are only introduced to have methods to compare against. This 

approach is the most complex of the three since it models each nutritional value with 

a ML model. It builds on the approach introduced in Section 5.2 by using the 

nutritional values of both matches as features in the model. 

We fit eleven independent random forest models6, one for each nutritional value, 

based on the training data set. The only difference between the models is the 

response. For example, the first model has the form 

Energy (truth) ~ Energy (SSB) + Fat (SSB) + … + Jaccard (SSB) + Euclidean (SSB) 

+ Energy (NFCT) + Fat (NFCT) + … + Jaccard (NFCT), 

                                            

6 A variety of ML models were fitted including random forest, CART, and linear regression models but 
the random forest models produced the best results. 
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where the left side of “~” is the response and the right side of “~” are the features. 

“Energy (SSB)” and “Energy (NFCT)” are the true energy value of the match from the 

SSB and NFCT corpora, respectively. “Jaccard” is the Jaccard similarity between the 

product on the left-hand-side and the match and “Euclidean” is the Euclidean 

distance between the nutritional values of the product on the left-hand-side and the 

match on the right-hand-side.  

To predict the missing values of a product in the SSB data set, we first use the 

algorithms in Sections 3 and 4 to find the matches in both corpora. We then plug the 

values of the matches in the eleven fitted ML model to get a prediction.  

6. Estimation results 

We begin by plotting the true values of the products in the test set versus the 

estimated values of each approach in Figure 5. Ideally, the black points lie on the 

diagonal indicating that the estimates are close to the truth. This figure clearly shows 

that the Baseline approach poorly estimates the true values. On the other hand, the 

Pure Match and ML Prediction approaches seem to produce estimates that lie close 

to the diagonal. The ML Prediction approach does not over or underestimate as 

much as the Pure Match approach. 
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Figure 5: Truth versus estimates of energy (in kcal), simple sugars, and total fat of all three 

approaches for the test set. The red line indicates the y = x line. 

To choose between these two approaches, we calculate the 

RMSE = √
1

𝑛𝑡𝑒𝑠𝑡
∑ (truth𝑖 − prediction𝑖)2𝑛test

𝑖=1   

and 

MAE =  
1

𝑛𝑡𝑒𝑠𝑡
∑ |truth𝑖 − prediction𝑖|

𝑛test
𝑖=1   

on the test set. The RMSE (root mean square error) and MAE (mean absolute error) 

of the Baseline, Pure Match, and ML Prediction approaches are in Table 5. The 

bolded values indicate the approach with the smallest error for each evaluation metric 

and nutritional values. These results show that the ML Prediction approach produces 

results with almost two times less error than the simple imputation approach. 

Although both the second and third approaches trump the first, using a model on top 

of the pure matches improves the results even more.  
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Table 5: Results comparing the Baseline model, Pure Match, and Random Forest.  

Nutrition RMSE MAE 

 Baseline Pure Match Random 

Forest 

Baseline Pure Match Random 

Forest 

Energy (kcal)/100g 101.24 71.51 52.38 67.16 26.92 21.18 

Energy (kJ)/100g 421.82 297.12 217.66 279.54 111.90 87.79 

Monounsaturated fat/100g 5.44 4.06 3.48 2.37 1.23 0.85 

Polyunsaturated fat/100g 2.83 1.93 1.71 1.02 0.47 0.45 

Saturated fat/100g 4.37 2.70 2.48 2.28 0.89 0.87 

Total fat/100g 9.72 5.71 4.88 6.02 2.10 1.98 

Fiber/100g 5.47 3.48 2.98 2.37 1.06 1.05 

Carbohydrates/100g 13.21 8.96 6.94 7.85 3.26 2.90 

Protein/100g 5.12 3.35 3.03 2.85 1.26 1.20 

Salt/100g 5.98 2.62 2.70 1.51 0.44 0.57 

Sugar/100g 11.14 6.01 5.18 5.76 1.90 1.91 

 

We saw that in Figure 5 quite a few products have estimates far from the truth. In 

Table 6, we show some of worst results from the ML Prediction approach to see 

whether we can identify why the results are so poor. We see that most poor 

estimates were based on a poor match (e.g., with an unimportant word like “psj”, 

“iter”, and “fint”). This reinforces the fact that the matching algorithms and quality of 

the product names are vital in estimating the missing nutritional values. To improve 

our model, we may hand label some of the more difficult products or find an 

additional large data set to obtain better matches.  

Table 6: Examples of the worst estimates for each nutritional value from the ML Prediction approach. 

Product COICOP Match 
Match 

COICOP 
Nutritional value Truth Estimate 

drikkebulj psj 1194 kokosnøttolje psj 1151 Energy 12 3627 

birra moretti iter 2130 
kaldpresset iter 

rizi 
1151 Energy 157 3104 

kølfogdens 

kreklingporter røros 
2130 smør røros 1152 Energy 170 2810 
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gourmetsalt urter 1193 
sennep urter 

provence 
1193 Salt 100 5 

kråkebolle fint havsalt 1113 fint brød hauges 1113 Salt 88 2 

flaksalt sydet jacobs 1194 
mount kenya 

jacobs 
1220 Salt 100 26 

natreen søtestoff strø 1182 
natreen 

søtningsmiddel 
1182 Carbohydrates 98 10 

vaniljesukker ekte 

vanilje 
1199 

vanilje essens 

idun 
1199 Carbohydrates 97 15 

sesamfrø skall økol 

helios 
1199 leafy strøssel økol 1199 Carbohydrates 12 94 

 

7. Conclusion 

In this paper, we showed a method to estimate missing nutritional values using NLP 

and ML. To see whether our method produced better results than a simple imputation 

method, we compared our estimates with the mean values in each COICOP group, 

and showed that our feature engineering/ML approach produced results with half the 

amount of error.  

There are several areas where future research is needed to improve our method. 

First, if a product name is wrong or missing key details, no matter how good the 

match is, the nutritional values of the match will be wrong. Second, we do not 

prioritize certain parts of the product name when doing the matching. Although 

humans know that the tokens “chocolate” and “gluten free” are much more important 

than the tokens “Freia,” “10L”, or “marinated”, we have not found a way to 

automatically add rank word importance when finding a match.  

On a positive note, even if the average errors are still not as small as we would like in 

Table 7, our method will improve as product’s nutritional values become known. This 

will lead to more candidates to match with, denser spaces to find neighbors for kNN, 

and more products to validate against.  
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